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Abstract
UML has become a de facto standard methodology for modelling and
designing information systems. Many (and among them, the authors) think
that UML’s Class Diagram is a step backwards from some older techniques
and methods used to design (static) data models. In this paper we look briefly
into the expressive power of the UML Class Diagram in comparison to ORM
diagrams (ORM = Object-Role Modelling). Based on this we advocate the
revival of the elementary sentence as the atomic building part of data models.
We address the following three problem areas within UML Class
Diagrams:
1. What should be attributes and what should become UML classes?
2. What kinds of data types should be kept as classes?
3. How do we handle ternary and more complex relationships?
We argue that the elementary sentence is the key concept to understand and
answer all three questions, and show how these elementary sentences can be
incorporated in UML Class Diagrams without violating the “syntactic rules”
for such diagrams.

1 Historical background – Data Models
The UML Class Diagram is an example of what we used to call a data model.

ER-diagrams
Prior to the UML-era the data modelling technique that had the widest usage was the
Entity Relationship Model (ER Model) introdused in [1] by P. P. Chen in 1976. In the
years to follow, several dialects and enhancements to the original ER appeared. Here
we shall mention only two: The Enhanced ER Model developed by Elmasri and others
during the 80’s (e.g. see chapter 4 in Elmasri & Navathe’s book [2]) and the crow-foot
dialect proposed by Gordon Everest and later made popular by Clive Finkelstein and
James Martin – see for example [3] – which became widely used in Norway. Since we
assume that ER is fairly well known, we will not describe it any further.
The UML Class Diagram is an integrated part of UML which is an object-oriented
design methodology. But the only difference between a UML class and an ER entity
type is that space is left in the drawing of UML classes to add methods (actually method
signatures). But these methods have no impact on the data structure. Hence, from a data
modelling view, the UML Class Diagram is just another ER dialect.

ORM-diagrams
At the same time as ER was developed and enhanced, a research group in the
Netherlands developed NIAM, the first ORM (Object-Role Modelling) dialect. NIAM
(Natural language Information Analysis Methodology) [6] is founded on three important
principles:
• The 100% principle that states that we may make a model of our UoD (Universe
of Discourse) which is accurate enough to serve as the conceptual schema (in the
three-schema-architecture) in an implementation of an information system for our
UoD
• Ogden’s Triangle which illustrates the connections between these three essential
corner stones of all modelling:
1. The referent or phenomenon in our UoD we want to refer to
2. The thought of reference or concept we use to refer to the referent (In ORM
terminology called concept, object type or entity type (In NIAM: NoLOT –
Non Lexical Object Type))
3. The symbol or linguistic elements we use to represent our thought of reference
(In ORM terminology called reference mode or representation type (In NIAM:
LOT – Lexical Object Type))
Ogden’s triangle is shown in figure 1.

Figure 1: Ogden’s triangle
• Natural language is the most fundamental communication tool between humans,
and our data model must be expressible in natural language to ensure that it is
fully understood by the informed users, i.e. those who really understand our UoD
(usually not the same as those who are going to make the data model)
To analysts working with ER and/or UML Class Models the two first points above are
hopefully familiar. The third point, however, is rarely referred to outside the ORM
community. Therefore we will go a little deeper into this aspect of ORM.

Elementary Sentences
As we all know, natural languages allow on one side very complex structures while on
the other side they allow very sloppy and unprecise descriptions of the phenomena in the
UoD. Have in mind that to the developers of NIAM the usage of natural language was
primarily a tool for quality assurance: A NIAM (ORM) analyst has to convey the data
model in natural language to the informed users to ensure that they really understand
the model and (ideally) immediately spot all errors and ommisions in it. Of course,
natural language is used also in the interviews with the informed users while the analyst
is constructing the data model. However, to simplify the syntax of the data model, the
analyst is restricted from using general sentences, only elementary sentences are allowed
in the data model.
An elementary sentence is a sentence that cannot be split into simpler sentences
without loss of information. The term ’simpler’ ought to (and can) be precisely defined,
but the meaning should be evident from the examples below:
• “Mary is 1.68 m tall and weighs 61 kg.”
This sentence is not elementary. It may be replaced by “Mary is 1.68 m tall.” and
“Mary weighs 61 kg.” which both are elementary. (In fact, they are both binary –
the first is a relation between a person and a height, the second is a relation between
a person and a weight – and all binary sentences are elementary.)
• ”At 4pm 17 May 2003 the temperature at Blindern was 19.6°C.”
This is an example of a ternary elementary sentence. It cannot be deduced from any
combination of these three binary sentences: “At 4pm 17 May 2003 the temperature
was 19.6°C.”, “At Blindern the temperature was 19.6°C.”, ”At 4pm 17 May 2003
the temperature at Blindern was measured.”
• ”Mary got the position as chief programmer on 1 June 2003.”
Whether this sentence is elementary or not, is dependent of the UoD. If we only are
interested in Mary’s current position, it is not. Then we can replace it by the two
binary sentences “Mary holds the position ’Chief programmer’.” and “Mary got her
current position on 1 June 2003.” However, if we are interested in her career, i.e.
her work history, the sentence is elementary.

2 Some Problems with UML Class Diagrams
Before we begin to discuss the problems we see with UML class diagrams, we shall
present a simple example which we shall use to illustrate our critique:
Our UoD is the annual amount of different materials regained during rubbishcollection in the different municipalities and counties of Norway, and statistics made of
this. Figure 2 shows one possible UML class diagram for the core of this UoD.

UML Classes vs. Attributes and Relationships
The best way to explain this problem is to give an example: In figure 2 the class
Municipality has Mayor as one of its attributes. An alternative to this is to add a new
class ’Person’ to the model and let ’being mayor in’ be an attribute in the new class. A
third solution is to keep both classes and model the mayorship as an association between
them.

Figure 2: A UML class diagram for the UoD
The last solution is very close to the only possible way of expressing this in ORM:
By a binary sentence between Municipality and Person. Figure 3 shows this sentence in
UML and ORM syntax respectively.

Figure 3: Modeling a binary sentence with UML and ORM
Although the two diagrams in figures 3 are very similar, there is a subtle difference in
how we normally interpret them. In UML, the existence of an association is understood to
imply that there will be some kind of association in the realization also. If we had wanted
the association implemented as an attribute, we would have drawn our model differently,
e.g. as in figure 2. Not so in ORM. Here we don’t have any attributes. The only allowable
constructs are concepts and elementary sentences between them. The decision of which
concepts shall be classes and how to realise each sentence is not part of the analysis. This
is clearly an advantage since it makes the analysis more robust to changes. Early in the
analysis it can be very hard to decide what should be classes and what should be attributes.
Late in the analysis it can be rather expensive to have to promote an attribute to a class.
These decisions should therefore be postponed to where they belong: the realization phase
of the project.

Unique Representation of Phenomena in the UoD
However, not all attributes in a UML Class diagram should be converted to associations.
Among the attributes, there may be one (in some seldom cases more) that serve as
a unique identifier for objects of the class. For class Person, it may be the social
security number (fødselsnummer), for class Car, it may be the registration number, for
class Country, it may be the country code, for Currency, the internationally standardized

currency abbreviation, and so on. The value of the chosen identifier ought to be stable
(unchangeable) for the lifetime of the object, if at all possible. It should also be a "natural"
representation of the object. To identify a person by means of the registration number of
his or her car would not be regarded as sound modeling.
In order to denote in a UML class diagram that an attribute is an identifier, we propose
to add the property {id} to the name of the attribute in the class symbol. A class stripped
of all its non-identifying attributes will have a typical appearance. The class symbol
will usually have only one attribute with an {id} property, sometimes none, sometimes
more than one. Hence, this special kind of a UML class may be considered as modeling
both a real phenomenom (e.g. Person) and its unique representation in the information
system, i.e. the identifier (e.g. Social Security Number). Referring to figure 1, this is
the same as saying that the top vertex models the two other vertices in Ogden’s triangle.
This corresponds exactly to a NoLOT/LOT-pair in ORM. We find it practical to define an
UML-stereotype for these special kind of classes, and we choose to name the stereotype
«concept». (Words like ’object’ or ’entity’ have been used in the ORM-literature, but
we avoid them here because they are heavily overloaded within this field of informatics.)
Being a stereotype, we may even change its visual appearance in the UML class diagram
to something that resembles the ORM-notation.
With this stereotype, we can use UML to model almost the ORM-way — see figure 4.

Figure 4: An ORM-like UML class diagram
When we convert an attribute to an association to a new class, the name of the attribute
will normally also be the name of the new class, as well as for the role being played by that
class. The identifiers of these new classes are usually not shown explicitly in the original
attribute-oriented model, and have to be derived from the underlying assumptions.
Now — does every class need an identifier? Not necessarily.
Identifiers have been invented throughout history to be written down in sand, on stone
tablets, on paper, or just as a means to keep a unique reference to something in the real
world in our head. Our society has established identification systems like social security
numbers, car registration numbers, country codes, phone-numbers, chemical symbols and
so on. If some identifiers are important for the users of the system to be, we better have
to include them in the model and make sure that they really work as unique references.

However, as we will see, in some cases identifiers may be derived from other
identifiers. The classic example is that the involvement of a person in a project may
be identified by a combination (concatenation) of the identifier of the person and the
identifier of the project.
In other situations, the user may not be interested in the identifier at all, but rather in
the properties of the objects of the class. In such cases, an artificial identifier has to be
established during the realization. Some relational database management systems have
suitable mechanisms for this. On object-oriented platforms, the problem is solved by the
fact that all objects will have an internal, immutable Object identifier (OID). However,
this does not relieve the modeler of the responsibility to make sure that there is a one–to–
one correspondence between instances of a phenomenon in the real world and the objects
in the information system.

Identifying Associations
Sometimes, one (or more) identifying attribute(s) alone is (are) not sufficient to uniquely
identify the objects of a class. One example is shown in figure 5 depicting the numbering
system of the municipalities and counties in Norway. The counties have a unique identifier
between 1 and 20. Within each county, the municipalities are numbered with a two-digit
number, which is unique only within the county. Hence, it is the number of the county
concatenated with the identifier of the municipality that identifies the municipality. Here,
the association between county and municipality is also contributing to the identification
of the municipality. We denote this in the diagram by stereotyping the association as
«identifying».

Figure 5: Numbering muncipalities in Norway in UML and ORM
In ORM, the same thing is modeled in a slightly more sophisticated way, which may
have some advantages. The bridge between the real phenomenon (the municipality) and
its representation (the two-digit municipality-number) is clearly not one–to–one — the
same number may be used for many municipalities. However, there is a rule saying that
the same municipality-number cannot be used more than once within a given county. This
rule is expressed by the external uniqueness-constraint shown in figure 5. This makes
it possible, but not mandatory, to use the combination of the county number and the
municipality number as an identifier for the municipality.

Data Types as UML Classes
The principle that nothing should be modeled as non-identifying attributes, but rather as
associations, has an interesting consequence: Also scalar values have to be modeled as

identifiers of some class. E.g., if we want to model the quantity of garbage generated by
the different municipalities, we have to introduce a suitable class, say ’Quantity’ whose
identifier simply is a number measuring the amount in some chosen unit. See lower right
corner of figure 4.
This principle is well known from the object-oriented language Smalltalk, where
everything, including numbers and characters, is considered to be objects.
This principle, a bit awkward as it may look, opens for some interesting
generalizations. The values of the former attributes will no longer be restricted to the
usual datatypes available on any implementation platform, like integer, float, double etc.
In fact, we can include any user-defined abstract data type. A complex value, consisting of
a real and an imaginary part, may be the simplest example. More advanced examples are
spatial values in two, three or even higher dimensions, like areas, lines, and volumes, often
used in GIS (Geographical Information Systems) and CAD/CAM-systems. Of course, in
some cases the characterizing values for describing such datatypes can be represented
as simple attributes. However, this contradicts the object-oriented philosophy, because
the program using the object with the attributes has to know how to derive the spatial
properties from those characterizing values.
In the realization phase, we may choose to represent the associations to the simple
objects as usual attributes. However, if the set of possible values is small, and we want
to avoid erroneous values, we may materialize all possible value objects and implement
the attribute as an associations to these objects. This may be done either by pointers, as
normally done in OO-systems, or by generating a foreign key with a referential integrity
constraint to a table of legal values, which is the realization of the value class.

The Weak Semantics of Multiplicities
One major problem with the UML Class diagrams is the weak semantics in the
multiplicities associated with an association. Assume we have an association where the
multiplicities are * on both sides (i.e. a many-to-many-association). This does not tell
whether more than one instance of the association involving the same pair of objects
is allowed. Even worse are ternary and more complex relationships, i.e. associations
involving more than two classes. The multiplicity will normally be * everywhere, but it
does not have to be. Thus the UML Class diagram may allow for association instances
that are not in accordance with the rules present in the UoD.
Of course, the necessary additional constraints may be expressed in the Object
Constraint Language (OCL), see [7]. However, when tucked away there, it may be
difficult for the modeler to realize what profound influence these constraints may have
on the basic structure of the whole model.
To alleviate this problem, we propose that associations are modeled as (elementary)
ORM-sentences. Admittedly, this is a step outside the current version of UML. However,
as soon as we are finished with the analysis and have found all the correct elementary
sentences, we can revert to the standard UML-notation.
Now, a binary association may be modeled as a sentence with two attributes, which
are (in our mind) populated with the identifier-values of the objects. The uniquenessconstraints will be determined by the multiplicities as shown in figure 6. If the association
is many-to-many, i.e. with the multiplicity * in both ends, the corresponding uniquenessconstraint will cover both attributes. This constraint clearly shows that any combination
of the identifier-values is allowed, but only once.
As seen above, sometimes we have to involve three or more classes in an association

Figure 6: Modelling uniqueness constraints
in order to not to loose information. In UML, this may be drawn as in figure 7.

Figure 7: An ambiguous ternary association
The trouble with this notation is that the concept of multiplicities breaks down.
When the diagram claims that there is a 0:* multiplicity against Year, is this seen from
Municipality or Material, or both in combination?
When the association is replaced by a sentence as shown in figure 8, we may use
uniqueness-constraints instead of the multiplicities. This gives us the possibility to
describe the constraints derived from the UoD very precisely.
In the most general case, it is really so that many instances of Municipality may
be connected to many instances of Year and Material, Year with many instances of
Municipality and Material, and Material with many instances of Municipality and Year.
This corresponds to a uniqueness-constraint over all three attributes of the sentence as
shown in figure 8 — all combinations of Municipality, Material and Year are allowed
in an instance of the association — the only thing that is forbidden, is to have the same
combination occuring in more than one instance.
Another possibility is that the combination of Municipality and Year (or any other
pair) cannot be duplicated in the relation. In standard UML-notation, this change will
have no influence at all on the Class diagram. Using sentences, we will clearly see the
change in the uniqueness-constraint(s).
What happens when the uniqueness-constraint covers only one attribute, e.g.
Municipality? Then the association (i.e. the sentence representing it) is not elementary,
and has to be decomposed. The result is that the ternary association is replaced by two
binary many–to–one relations, one from Municipality to Year and one from Municipality
to Material.

Figure 8: A higher order association shown as a relation

Normalization
So far our examples have been quite simple. However, the semantic rules of higher
order associations can be rather complex. In order to find out whether a higher order
association can be decomposed, and in case, how it should be done, we can draw on
previous research in the area of normalization within relational databases. The trick is to
identify all full functional dependencies, and model each of them as a separate sentence.
Some may be binary (in fact most), some may still be of higher order because they involve
a multiattribute determinant.
There are several ways out of the trouble with the remaining higher order associations.
One is to build the model using binary associations only. By introducing additional classes
any UoD can be modeled without higher order associations.
The key to find these additional classes is to study the remaining long uniqueness
constraints. All relations, or projections of relations, where all attributes are under the
same uniqueness-constraint, may be regarded as a new concept. Hence each of them
may give rise to a new class, in UML known as an association class. In ORM, drawing
a NoLOT-symbol around the sentence depicts this. The corresponding extension to the
UML class diagram would be to draw a class symbol around the sentence as shown in
figure 9. We think is a preferable notation compared with the dashed-line association in
the UML standard.

Figure 9: Conceptualization – introducing an association class
In UML-practice, there is nothing to prevent the modeler from connecting an
association class to a one–to–many association. However, it is easy to see that this
creates a non-elementary construction: There is no need to let the role on the oneside participate in the new object, since everything that may be connected to the new

object just as well may be connected to directly to the objects on the many-side of the
association. Therefore, association classes should only be connected to many–to–many
associations. And the only way to find the correct many-to-many-associations, is to study
the uniqueness constraints of the corresponding relation.
Although the above technique eliminates most superfluous long associations, it is not
perfect. If we borrow the terminology of the normalization theory in relational databases,
the elementary sentence in figure 3 says that the person being mayor is fully functionally
dependent of the muncipality. Still in the relational world, this means that the use of
elementary sentences cannot bring us further than BCNF. To find the ’correct’ association
classes we may have to go deeper into the normalization principles of the relational
database theory. One useful observation is that we have a non-trivial MVD in a relation
representing a ternary sentence if, and only if, we can replace the sentence with two binary
sentences. Thus, if we use nothing but binary sentences in our model, we will obtain 4NF
in a relational realization.

Converting an Association Class to a normal Class
An association class may be converted to a normal class and the original association
replaced by one-to-many-associations with the new class. This is what is known as
“resolving a many-to-many-association” in the Entity-Relationship world. In this way,
any many to many-to-many-to–. . . association of any order can be converted to a set of
binary one–to–many associations.
There is, however, one obstacle when resolving a many–to–many relationship, and
that is to maintain the assumed constraint that the same combination of object instances
should not be allowed to be involved in more than one association. In other words: The
long uniqueness constraint has somehow to survive. In ORM, we once again can use the
external uniqueness constraint as depicted in figure 10. UML has no generally accepted
graphical notation for the external uniqueness constraint. Usually OCL has to be used,
although, in some cases, a qualified association may do the trick.

Figure 10: An external uniqueness constraint
A typical example is shown in figure 11. Here we have two (there might be three)
external uniqueness constraints, which both may be used to represent the lecture. With
the limited notation of UML, one of the possibilities has to be chosen as the preferred
identifier, whereas the other external uniqueness constraint(s) must be expressed in the
Object Constraint Language.

Figure 11: Modelling a timetable

3 From Model to Realization
The elementary sentenced based model is neutral against the realization platform.
However, the prosess for deriving data- and object structures from the model is of course
heavily platform dependent. If the platform is a relational database, the basic algoritm
is to create a relational table for each of the concepts in the model, and generate foreign
keys for all the associations. As a final step, we may remove tables that pragmatically
seems to be of no use — the corresponting foreign key will then be converted to a normal
attribute. If the platform is an object-oriented system, we have considerably more freedom
in how to group the elementary sentences together. We prefer to use a responsibility
driven method, where the fundamental questions are what objects we need to do the task
and what responsibilites these objcts should have. Then, each elementary sentence is
included into some object by, for each of them, answering the question “what object
needs the information in this sentence to fulfill its responsibilities?” The result may be
very different from the structure resulting from the foreign-key approach. An example of
this is shown in [5], paragraph 10.5.1.

4 The Lesson to Learn
The authors claim to have demonstrated that both the flexibility and the expressive
power of UML Class Diagrams will be significantly improved by extending them with
elementary sentences.
Computer Science and Information Technology are still young, and we think there is a
huge room for improvement in todays methods and techniques. However, we cannot help
to think that some of those who claim to present new and revolutionary ideas, have too
little knowledge of previous work within their field. As Norwegians we are admittedly
biased, but we think this lack of knowledge is specially true for all the brilliant work and
innovations done in Europe in the 60’ies and 70’ies. There are too many papers published
today where the results and ideas can be found better described in 20–30 year old papers.
In short, we think UML as a standard is a good idea and benificiary for the industry.
But in its current state it is not without flaws. We have pointed out some shortcomings in
its class diagrams, shortcomings that were dealt with in the NIAM project 25 years ago.
The NIAM project was very much ahead of its time, and possibly due to poor marketing,
its results seems almost to be unknown. However, its theoretical and practical ideas and
solutions are far too good to be forgotten.

References
[1] P. P. Chen: The Entity-Relationship Model—Toward a Unified View of Data. ACM
TODS 1, no. 1 9–36 (1976).
[2] R. Elmasri, S. B. Navathe: Fundamentals of Database Systems. Fourth Edition.
Benjamin/Cummings (2004).
[3] C. Finkelstein: An introduction to information engineering: From strategic planning
to information systems. Addison Wesley (1989).
[4] T. Olle, H. Sol, A. Verrijn-Stuart, eds.: Information System Design Methodology.
North-Holland (1982).
[5] G. Skagestein: Systemutvikling — fra kjernen og ut, fra skallet og inn. Høyskoleforlaget (2002). (In Norwegian)
[6] G. Verheijen and J. van Bekkum: NIAM: An Information Analysis Method. In Olle
et al. [4] (1982)
[7] J. Warmer, A. Kleppe: The Object Constraint Language. Addison Wesley (1999).

